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. Background
. Why choose TensorFlow?

. Distributed TensorFlow

. Why TensorFlow + Kubernetes?

. TensorFlow on Kubernetes
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https://www.slideshare.net/AlFrontiers/jeff-dean-trends-and-developments-in-deep-learning-research
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Why deep learning

Deep learning

Performance

Amount of data

How do data science techniques scale with amount of data?

Slide by Andrew Ng, all rights reserved.









Growing Use of Deep Learning at Google

Of directories containing model description files

4000 Across many
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Google Trend

May 2012 - April 2017, Worldwide

Big Data, Machine Learning , Data Science, Deep Learning

Deep Learning

2013 2014 2015 2016 2017

http://www.kdnuggets.com/2017/05/machine-learning-overtaking-big-data.html
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Accumulated GitHub metrics

April 12, 2017

Aggregate popularity (30-confrib + 1@eissues + 5e¢forks)ele-3
#1: 209.25 I tcensorflow/tensorflow

#2: 95.91 I BVLC/caffe

#3: 82.36 N fchollet/keras
#i: 61.69 1 dmlc/mxnet

#5: 41.20 B Theano/Theano
#6: 35.00 IR deeplearning4j/deeplearning4j
#7: 32.17 IR Microsoft/CNTK
#38: 18.73 R torch/torch7
#9: 17.29 § baidu/paddle
#10: 15.14 pytorch/pytorch
#11: 14.22 § pfnet/chainer
#12: 14.05 |} NVIDIA/DIGITS

#13: 12.62 |} tflearn/tflearn




Deep Learning libraries: GitHub activity
from February 11 to April 12, 2017

new contributors from 2017-02-11 to 2017-94-12
#1: 131 I tcnsorflow/tensorflow #1: 4192 I tcnsorflow/tensorflow

#2: 63 1IN fchollet/keras #2: 991 IR fchollet/keras

#3: 51 I pytorch/pytorch #3: 810 N BVLC/caffe

#: 49 R dmlc/mxnet #4: 517 R deeplearning4j/deeplearning4j
#: 18 W Theano/Theano #5: 414 R dmlc/mxnet

#: 11 1 BVLC/caffe #6: 307 |} pytorch/pytorch

#: 11 R Microsoft/CNTK #7: 244 |} Microsoft/CNTK

#8: 910 tflearn/tflearn #8: 211 | tflearn/tflearn

#9: 9 pfnet/chainer #9: 134 | torch/torch7

#10: 8§ torch/torch?7 #10: 131 | Theano/Theano

#11: 5| deeplearning4j/deeplearning4j #11: 116 | baidu/paddle

#12: 4] NVIDIA/DIGITS #12: 88 | NVIDIA/DIGITS

#13: 3| baidu/paddle #13: 55 | pfnet/chainer

#1: 1175 1 tcnsorflow/tensorflow #1: 36.64 I tcnsorflow/tensorflow

#2: 568 I fchollet/keras #2: 12.52 IR fchollet/keras

#3: 499 dmlc/mxnet #3: 8.53 1N dmlc/mxnet

#4: 286 pytorch/pytorch #i: 6.09 W BVLC/caffe

#5: 257 1R Microsoft/CNTK #5: 5.92 R pytorch/pytorch

#: 239 W deeplearning4j/deeplearning4j #6: 5.12 |} deeplearning4j/deeplearning4j
#7: 219 W baidu/paddle #7: 4.12 R Microsoft/CNTK

#: 173 W Theano/Theano #3: 2.93 1 Theano/Theano

#: 171 | BVLC/caffe #9: 2.86 baidu/paddle

#10: 112 § NVIDIA/DIGITS #10: 2.17 tflearn/tflearn

#11: 84 i tflearn/tflearn #11: 1.68 | NVIDIA/DIGITS

#12: 57| pfnet/chainer #12: 1.38 | torch/torch7

#13: 47 | torch/torch7 #13: 1.12 | pfnet/chainer




Why choose TensorFlow?

A {03542 TensorFlow ? 2 F % Google HFREXR ? B2 RAELFIEIE ?
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P M TensorFlow Pros
<

Deep Learning framework from Google:
SRR - S<iZGPU/CPUITPU - EREFE
partioular. - RllmZ 1B ZTERETENEES » U Python/C++/Go % -
 BUmiBEE C++ Bl CUDA EREEMAK °
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Connect Research and Production

Providing Training -> Serving model

[ Continue Training A
'} Learn " Model Model Updated
Cluster 1 S ——— 0\ .’_, AN
N Y
Export Model
1 ’-n_‘g Online Serving g )
i
. Cluster2 DDQ ) Serving . P
= ’—J_‘ C .’
L 0= onsume )




TensorFlow Architecture

TensorFlow — % ZHilk
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Tensor + Flow

TensorFlow HEAZE B L 2 ZEAMEER D KRA# E » Tensor B2 Flow :

* Tensor : P X#ERRE - HEME—En4EERIFETIZTIE
9N—#E Tensor FEA=E » Z4 Tensor P EfEESE.
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Dataflow Graphs

\rm !
il
e
\//

1Bl (Data Flow Graphs)g—i& A [a[E R Ei R4 (Node)Edi=
(Edge)Kiiliz+ EiBFE -

tf.constant
tf.constant
tf.constant
tf.constant

tf.constant(1)

o~~~ o~

1)
2)
3)
4)

addl

tf.add(a,b)
\[ tf addCaddr, mi1py -5 addl = tf.add(a, b)
—— mull = tf. multlply(
efmitC, 0 [Tt add2 = tf.add(c, d)
output = tf.add(addl

2 mull)
tf.add(c,d) }——>

tf.constant(2)

y C)

tf.constant(3)

VY

with tf.Session() as
sess:

print
sess.run(output)

tf.constant(4)




Companies using TensorFlow
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Distributed TensorFlow

ZFIM A48 Google #i TensorFlow 0.8 » FMENNDATVERRES » (£ TensorFlow FITEEN A S RIHEES LT
AlRIER - FUSBHEFBBER  BRAEREHRHE LS FUBIRE MR R BV -
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Distributed TensorFlow Architecture

Session""TF Cluster job n: Parameter server
¢ tf.train.ClusterSpec

AW,,_4
0000 - 0080
\ Tasks: v kels Tasks: workers
job O: Modelrepllcafo job n-1: Model replica n-1

TF server
tftrain.Server

tensorflow::Session
RPC

90|AISS JDISBIN
Worker service




TensorFlow cluster concept

TensorFlow NE&R&EME—HITIEET - BEETHE—ERT - RFF DT Master EdWorker > i

IRMH4E Client TR

« Client : 2RI TensorFlow 518 Graph » 317 B EE1TH Btensorflow::Session 1T
72 - —figH Python 8 C++ BfF » E—EFinr] DARIREREZE TF EARE3ER: - BT AR
28 TF fEIARE3EH.

- Master Service : —1 RPC BR751712 » AR BIREEZE—RIIDHNEE » TEIRMH
tensorflow::Session/ ' H » & &i%Ei@ Worker Service 1 T EH{EFFETEE

 Worker Service : 2—f{Er]LAEAZAMEEE (CPU 5 GPU)¥1E8 Graph #E{1TEER RPC #
B » 538 worker_service.proto /T EIZRE(E » FfE TensorFlow {@fkZ319E =7 Worker
Service #&#H.




TensorFlow training mode

TensorFlow EH1TH; » S0 ABEHENEATVER - BRI
T client ~ masterfd worker #37£ 6] —Bf 23 L #H1T - Mo AR
R BIBI AIFE S client ~ masterEEARE#EES F#1T -

Single process

session run

execute
subgraph

E Worker E

8 cruo B crui B GPUO -

J

client

session run

Multi process

master client

session run

execute subgraph

___________________

iWorker process 1 |

§ cruo lf crut |
£ I

___________________

I

 Worker process 2 |

F cruo ff crur
ol

___________________

___________________




TensorFlow Job

TensorFlow By T {E(Job)rl#r Ak ZE1B R IRV {EFH(Task) » BLETEX D EX

Parameter Server £ Worker :

 Parameter Server(ps): EZRIEHEEFHEE > W ETFMN tf.Variable » AJIREERY
SE#TF TF Model BN &Y » /75X Variable BIZ o
« Worker B 2B AT EER: - TEHITEREEMN Graph EEER » WiRIBEZECE
BHEE - 775X Graph g7 o
Parameter Server W~ = W - JAW Parameter Server

Coordinator

Doo0o0d <+ 0000000

o |1\ TS\

e [0 100 100
=99 5 B8 [*~lod od oo

Data
Shards Data

Image from: Large Scale Distributed Deep Networks




Replication and training mode

* Replication ="
e In- Add )3 )
In graph "—) \} Device A = Device B Device C
» Between-graph [Ciient H>(Update) $model ¢ Fmodelg [sémodel J
len) | Jeo) | ao
. . P = B 4 —
° Tralnlng TE— Synchronous Data Parallelism
» Synchronous fﬁm!
(Client 3 |-+>{Update) -
g AsynChronOUS [CIientZ‘ ELEUpdate &ﬁ j W
(Client 1 |->(Update) < =
[ { model £ } Fmodelg Fmode|§ }
len| | J@m) | [@»
=30 =
S Asynchronous Data Parallelism




Distribution of different sizes

- NWERIESIER - ERRERNESHSAZE - JLARE—E CPU &
B RF 1T AR ETS ©

- REGREGIGR - ERERKA > BE2HEASE > stEHERTIE
BHRS  M2HEMREHRE - MM GTERERGETE
CPU 3¢ GPU E#1T » MEMZS A4 —1E CPU BlwJ -
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Example cluster spec

tf.train.ClusterSpec({
"worker": [
"workerQ.example.com:2222",
"workerl.example.com:2222",

A small training cluster : "worker2.example.com:2222"
"pS". [
) R "psO.example.com:2222",
Cluster spec >  "psl.example.com:2222"
/ \ 13)
Cluster
Workers Parameter
Server

*\‘ | Training Inception with Distributed TensorFlow

Task 1 Task 2 .

45

30

Speedup versus one GPU

LR LLE=rs
e e
5< ] — Parameters / .
Maste °

. Worker i
(SGSSIO”) Service Number of GPUs



https://www.google.com.tw/url?sa=t&rct=j&q=&esrc=s&source=web&cd=2&cad=rja&uact=8&ved=0ahUKEwiM8YCT6o_VAhXFErwKHWYTCTQQtwIINzAB&url=https://www.openstack.org/videos/video/build-the-artificial-intelligence-cloud-provision-and-manage-tensorflow-cluster-with-openstack&usg=AFQjCNGpjgH0CNTWxEaD7DE9e7SihW62DQ

clusterSpec = tf.train.ClusterSpec({ /I declare clusterspec

"worker": ['192.168.1.100:2222", .. ],

"ps":['192.168.1.101:2222",..]})
server = ff.train.Server(clusterSpec, job_name ="worker", task_index=0)
with tf.Session(server.target) as sess // create session using server.target

— —

tf.Session

tf.train.Server tf.train.Server

4 )
/job:worker/task:0 /job:ps/task:0

CPU:0 GPU:0 CPU:0 GPU:0
< ) %» < )

192.168.1.100 192.168.1.101

N\




ps

clusterSpec = tf.train.ClusterSpec({

"worker": ['192.168.1.100:2222", ..],
"ps":['192.168.1.101:2222",..]})
server = tf.train.Server(clusterSpec, job_name ="ps", task_index=0)

server.join()

/

\7 tf.Session

tf.train.Server

/job:worker/task:0
CPU:0 GPU:0

=/

192.168.1.100

/I waiting for connection...

/l declare cluster spec

\

tf.train.Server

/job:ps/task:0
CPU:0 GPU:0

/

192.168.1.101



Distributed TensorFlow Workflow

We need shell script..? Or Ansible...?

Write the code Copy to server - SSH to server1

OOM
SSH to server2

Run and Test

OOM
Port
Run and Test
Copy to server Port Disk
>
Memory

Disk

Update the code Memory
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MANAGED SERVICE PROVIDER




Why TensorFlow + Kubernetes?

EAEEIRIES » TensorFlow B9 HTEE M R 718 B REMTFS scheduler » AT Kubernetes Y454 BATHAE IE 4F
=—EREREE -
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Al BiiACNCFExRZ—- %‘

Kubernetes

Kubernetes & Google F/RRVE23(Container) RN EIE#H

# > & Google TR FURKRIEEAS ISR BB/ F
EN—REZEERR > 2EN Container(OCIIEXRR) 2 LT
HEHIEZARTS - T8 AKS8s('K’ + 8 letters +'s’) o

kubernetes

MANAGED SERVICE PROVIDER



Cloud Native Landscape
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Kubernetes Architecture

Kubernetes B IVERB R4 - TEHMIEENEI A EER
* Masters - TE T {F 5124t AP| EIESIE T FENEL » IR AEEIE, -
« Nodes(Minions) — T E#H{TEREANERL 0 TEHZFITHZS
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Kubernetes Master

Kubernetes Master 1% 7 PO{EE A 4H {4
« Eted: =E 4 Kubernetes FIE i #F
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Kubernetes Node(Minion)

Kubernetes Node B8 7 = {BE A H:
» Kubelet: 2 EEENMEE - FeIBE
1 VolumeZF 12 E - 123 1% Master
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* Proxy: % 7 BB RSN aR A ER BE S0 RE RIS
R E PR EHAVERRIEMER
£t o X#& TCP,UDP stream forwarding
g}, round robin TCP,UDP forwarding °
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Rutime RHAITEAENSTRER -
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Kubernetes Storage

* Volumes
[ ] PerSiStent VOIumeS Volume Plugin ReadWriteOnce ReadOnlyMany ReadWriteMany
AWSElasticBlockStore v - -
 Many Volume Plugin = ' ‘ ‘
CephFs v v v
- Storage Class «
FC v M
. . . .
* Dynamic Provisioning ™ ‘ ‘
Flocker v -
GCEPersistentDisk v v
Glusterfs v v v
HostPath v
iscsl v v
PhotonPersistentDisk v
Quobyte v v v
NFS v v v
RBD v v
VsphereVolume v
PortworxVolume v - v
Scalel0 v v

StorageOS v




Kubernetes Pros

Kubernetes BIREEIFGHE T NS 2R600, » IREERIE - HE - E
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Kubernetes - Pod

Pod & K8s FRaEx/\BIEREB BN » ] AAE—1{Esk ZEE 23 4B —1E Pod » Pod
FrB AR R EEITER—E Host L » ifitt= network namespaces - IP
port » 1E Podf network mapping 82 H container pause FriiZEIERT -

IP address

volume

containerized app

Pod 1 Pod 2 Pod 3 Pod 4




Kubernetes - Deployments

Deployments(Replication
Controllers) 2B E2¥4H
Pods - EZiE{R K8s &

fienisEREEIAR Pod ® ﬂ
&

ﬁ;ﬁ , ‘lﬂﬁ_[l),{*ljﬁﬁ Label containerized app

J Rolling update 2R34T peployment
Bl AR EER © Master

node processes
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Kubernetes - Service

Service & pod BRFFHITH
RE - BEAEERH T
HNINEE » R pod HIELE
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service Ei%sEKZE cluster
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Deployment




TensorFlow on Kubernetes Pros(1)
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TensorFlow on Kubernetes Pros(2)
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TensorFlow on Kubernetes
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Easy integrated with Kubernetes

Step1: Package Workers & Parameters
general code into Docker images.

Step3: Define the cluster Deployment
and Service,..., etc to run.

\_%——tf_ps:w
—

L1
.‘ e——if incenption:v1

Step2: Create the clusters according to
TensorFlow’s cluster spec into ConfigMap.

tf_worker:v1

tf.train.ClusterSpec({ apiVersion: vl
"worker": [ kind: ConfigMap
"worker0.example.com:2222", tadata:
"workerl.example.com:2222", metadata: .
"worker2.example.com:2222" name: cluster-config
1, namespace: default
"ps": [ data:

..g:?:i:?g::igﬁ%g%g.,’ ps: "ps@.default.svc.cluster.local:2222"

1) worker: "worker@.default.svc.cluster.local:2222,workerl.default.svc.cluster.local:2222"




Simple TensorFlow on K8s

¢Jupyter notebook

Yy ~ Mount
— ~ /tensorflow Master service
Bound .
WPV »| tensorflow-pvc /tensorflow/tm : .
(Persistent Volumes) (Persistent Volume Claim) [ w/tmp Cllent—pod clie \VC
10 GB 5GB
1 Connect to workers
Mount from Worker service ..n
NFS Server Run job

I

request

Mount /tensorflow
Read from /tensorflow/tmp

’ dep e se
worke orker-svc

Tensorboard service

>

>

service
tf-dash-svc

deployment
tf-dash-pod




K8s PV and PVC

apiVersion: vl
kind: PersistentVolume
metadata:
name: lab@l-pv
spec:
capacity:
storage: 10Gi
accessModes:
— ReadWriteOnce

persistentVolumeReclaimPolicy: Recycle
nfs:

path: <Path>
server: <NFS Server Address>

kind: PersistentVolumeClaim
apiVersion: vl
metadata:
name: lab@l-pvc
spec:
accessModes:
— ReadWriteOnce
resources:
requests:
storage: 5Gi

<«
S

~

Bound
storage
tensorflow-pv |~ | tensorflow-pvc
(Persistent Volumes) (Persistent Volume Claim)
10 GB 5GB

~
S

N~

Mount from
NFS Server



Master service

apiVersion: extensions/vlbetal
kind: Deployment

metadata: E _________ YWP%U?“___“_J
name: tf-client f
spec: ;Jupﬁermﬁebook
replicas: 1 r Mount
template: /tensorflow Master service
metadata: >
labelf' 14 Write to deployment service
app: tf-client P flow/t ; .
spec: Pdedintillly | client-pod client-svc
containers: D
- name: tf-client
image: example/tensorflow:1.2.1
ports: . .
- containerPort: 8888 apiVersion: vl
env: kind: Service
- name: TOKEN metadata:
value: "p@ssw@rd" name: tf-client
command: ["/bin/sh", "-c"] spec:
args: selector:
- "/run_jupyter.sh ——NotebookApp.token=${TOKEN};" app: tf-client
volumeMounts: type: LoadBalancer
— name: tmp _ externalIPs:
mountPath: /tmp/train - <external ip>
volumes: .
- name: tmp ports..
persistentVolumeClaim: = port: 8888_
claimName: tensorflow—pvc targetPort: 8888




Worker service

apiVersion: extensions/vlbetal apiVersion: vl
kind: Deployment kind: Service
metadata: metadata:
name: tf-worker name: tf-worker
spec: spec:
replicas: 1 selector:
template: app: tf-worker
metadata: type: ClusterIP
labels: pOFtS; 925
app: tf-worker — port: (CTTTTTT TS )
rg?e: worker targetPort: 2222 (‘' ________ Y@%ﬂ]? _________ '
spec: |
containers: yJupyter notebook
- name: tf-worker M :
. aster service
image: example/tensorflow:1.2.1 :
ports: 1 Send graph session to worker

— containerPort: 2222

command: ["/bin/sh", "-c"]

args:

- "python /opt/basic_server.py;”

Worker service ..n

deployment service
worker-pod1 worker-svc




Tensorboard service

apiVersion: extensions/vlbetal
kind: Deployment
metadata:
name: tf-dashboard
spec:
replicas: 1
template:
metadata:
labels:
app: tf-dashboard
spec:
containers:
- name: tf-dashboard
image: example/tensorflow:1.2.1
ports:
— containerPort: 6006
command: ["/bin/sh"™, "-c"]

apiVersion: vl
kind: Service
metadata:
name: tf-dashboard
spec:
selector:
app: tf-dashboard
type: LoadBalancer
externalIPs:
- <external ip>
ports:
- port: 6006
targetPort: 6006

Virtual IP i

____________ S

1
;Access dashboard

Tensorboard service

args: '
- "tensorboard —-logdir=runl:/tmp/train — Mount /tensorflow
port=6006" Read from /tensorflow/tmp
volumeMounts: —
— name: tmp
mountPath: /tmp/train
volumes:
- name: tmp deployment

persistentVolumeClaim:
claimName: tensorflow-pvc

tf-dash-pod

service
tf-dash-svc




Simple TensorFlow Serving on K8s
AT ATy

Bound Tensorflow Cluster
storage
tensorflow-pv »| tensorflow-pvc Mount
(Persistent Volumes) (Persistent Volume Claim)
X GB Training
Data
— \A_ Upc|late T
Mount from Training and Validate
Storage backend I J Notify model
Mount l

TensorFlow Model f Update deployment —»@ eth

l

Tensorflow Serving Base

serving- : . Serving- ' ' i
serving-service .
deployment ingress

gRPC Client or RESTful




Serving service

apiVersion: extensions/vlbetal
kind: Deployment
metadata:
name: serving
spec:
replicas: 2
template:
metadata:
labels:
app: serving
spec:
containers:
— name: serving
image: example/serving-base:0.5.1

ports:
— containerPort: 9000
resources:
requests:
memory: '128Mi"
cpu: "500m"
limits:
memory: "512Mi"
cpu: "2000m"
command: ["/bin/sh", "-c"]
args:

- "cd /opt/serving;"

apiVersion: vl
kind: Service
metadata:
labels:
name: serving-service
name: serving
spec:
selector:
app: serving
type: LoadBalancer
externallIPs:
- <external ip>
ports:
- port: 9000
targetPort: 9000

apiVersion: extensions/
vlbetal
kind: Ingress
metadata:
name: serving-ingress
spec:
rules:
- http:
paths:
- path: /inception
backend:
serviceName:
serving-service
servicePort: 9000

- "bin/example/inception_saved_model —--checkpoint_dir=/tmp/model-data ——output_dir=inception-export;"

- "bin/model_servers/tensorflow_model_server ——port=9000 —--model_name=inception —--model_base_path=inception-export;"

volumeMounts:
— name: model-data
mountPath: /tmp/model-data
volumes:
— name: model-data
persistentVolumeClaim:
claimName: model-pvc




Full Distributed on K8s

ps0(/job:ps/task:0) psi(/job:ps/task:1)

tensorflow-pvc
(Persistent Volume

Claim)

100 GB

Mount from
Storage backend

Service Domain name

worker0(/job: /task:0) worker1(/job: /task:1) worker2(/job: /task:2)

deployment deployment deployment
worker0-pod worker1-pod worker1-svc worker2-pod

ount from
onfigMap

o

E » apiVersion: v1

Mount from | kind: ConfigMap Mount from
ConfigMap | metadata: ConfigMap
ettt +| name: cluster-spec-config [®-mmmmm oo
namespace: default
data:

ps: "ps0.default.svc.cluster.local:2222,ps1.default.svc.cluster.local:2222"
worker: "worker0.default.svc.cluster.local:
2222,worker1.default.svc.cluster.local:
2222 worker2.default.svc.cluster.local:2222"




b
N

tensorflow-fs
(PV)

capacity: 900G

A

https://insights.ubuntu.com/2017/03/09/gpus-kubernetes-for-deep-

tensorflow-fs
(PVC)

request: 750G

@
N

Mvar/tensorflow/imagenet-eval

mount data-init (job)
Naritensorflow oaddata
writes to pod
«— N
Ivaritensorflow/imagenet
Training (set of deployments + services) f—
deployment | service service | deployment
worker-0 worker-0 ‘\ ‘ ps-0 ps-0
mount Nar/tensorflow —»| )
reads from Nar/tensorflow/imagenet
— GPUs
deployment service
worker-1 worker-1
le configMap for cluster
’ service | deployment definition
pPs-... ps-...
deployment | service
worker-... | worker-...
vyriles to § GPUSs
Nvarltensorflow/imagenet-checkpoints
deployment | service "" 3§l service | deployment
worker-15 | worker-15 ps-7 ps-0
. GPUs
5 mount /varitensorflow Evaluation (deployment)
reads from /var/tensorflow/imagenet-checkpoints
[ eval

mount /var/tensorflow
reads from Nar/tensorflow/imagenet-eval

-

Monitoring (deployment + service + ingress)

- mount /varftensorflow —>
reads from Nar/tensorflow/imagenet-checkpoints

g

learning%E2%80%8A-%E2%80%8Apart-33-automating-tensorflow/

deployment service ngress
tensorboard tensorboard tensorboard ¥
Serving (deployment + service + ingress)
deployment serving
pod serving service ngress A
serving senving
pod serving
pod serving

Actor



https://insights.ubuntu.com/2017/03/09/gpus-kubernetes-for-deep-learning%E2%80%8A-%E2%80%8Apart-33-automating-tensorflow/
https://insights.ubuntu.com/2017/03/09/gpus-kubernetes-for-deep-learning%E2%80%8A-%E2%80%8Apart-33-automating-tensorflow/

Kubernetes with GPU enabled

7£ Kubernetes F{EFH GPU EEBALTTAIA T4E, -
« 7£FB Node %% Nvidia BEEIFET » B2 5 CUDA Toolkit £2 cuDNN 2§

« 7£ Master #9 apiserver ] Node 4 kubelet -F3Ex --feature-
gates="Accelerators=true" -

- {E£F Docker (A8 23512 » BaiEM 5|2
« I5ZE7E Pod B}&) nvidia-driver ~ libcuda-so - libcuda-so.1%5 -

volumes:

- name: bin
hostPath: volumeMounts:
path: /usr/lib/nvidia-375/bin - mountPath: /usr/local/nvidia/bin
— name: lib name: bin
hostPath: - mountPath: /usr/lib/nvidia
path: /usr/lib/nvidia-375 name: lib
— name: libcuda-so ' . . .
hostPath: - mountPath: /usr/lib/x86_64-1inux-gnu/libcuda.so
path: /usr/lib/x86_64-1inux—gnu/libcuda.so name: libcuda-so
- name: libcuda-so-1 - mountPath: /usr/1lib/x86_64-1inux-gnu/libcuda.so.1
hostPath: name: libcuda-so-1
path: /usr/1ib/x86_64-linux-gnu/libcuda.so.1 - mountPath: /usr/lib/x86_64-1inux—-gnu/libcuda.so.375.66

- name: libcuda-so-375-66
hostPath:
path: /usr/1lib/x86_64-1inux-gnu/libcuda.so0.375.66

name: libcuda-so0-375-66




GPU Pod Examples

apiVersion: vl
kind: Pod
metadata:
name: tensorflow-gpu
spec:
restartPolicy: Never
containers:
- image: gcr.io/tensorflow/tensorflow: latest—-gpu
name: gpu-container-1
command: ["python"]
env:
- name: LD_LIBRARY_PATH
value: /usr/lib/nvidia
args:
- -u
- =C
- from tensorflow.python.client import device_lib; print device_lib.list_local_devices()
resources:
limits:
alpha.kubernetes.io/nvidia—-gpu: 1 # requests one GPU
volumeMounts:

volumes:




GPU enabled limit

« GPU &JFEW/ZBTE resources.limits 5%E » £ resources.requests FEEXY °
- —EAEE I BMER—ES Z1E GPU - EARGERERA—FD -

- ZRRZEEEHZFEAR—R GPU -

- FEERRERIRIEAIFTA Node #ZE1ERIELSER GPU -




Different GPU card(1)

RERZFHEE Node T REHELSERY GPU » BIFTLAEE Kubernetes Node affinity SF
Node selector ZEHERK Pod 15 ZI¥IF&E GPU BU5%HY Node L#4T o

B EFA Kubernetes Node A/ > Sl A nvdia-gpu-name 12%; > 5321 2ZH E={EHAMN

il:lg%}b :

$ NVIDIA_GPU_NAME=$(nvidia-smi —-—-query—-gpu=gpu_name —-—
format=csv, noheader —id=0)

$ source /etc/default/kubelet

$ KUBELET_OPTS="$KUBELET_OPTS —node-
WWMﬁH;_ * labels='alpha.kubernetes.io/nvidia—-gpu-
e 1 name=$NVIDIA_GPU_NAME'"

$ echo "KUBELET_OPTS=$KUBELET_OPTS" > /etc/default/kubelet




Different GPU card(2)

kind: pod
apiVersion: vl
metadata:
annotations:
scheduler.alpha.kubernetes.io/affinity: >
{

"nodeAffinity": {
"requiredDuringSchedulingIgnoredDuringExecution": {
"nodeSelectorTerms": [

— image: gcr.io/tensorflow/tensorflow: latest-gpu
name: gpu—-container-1
command: ["python"]
args: ["-u", "-c", "import tensorflow"]
resources:
limits:
alpha.kubernetes.io/nvidia-gpu: 2

{
"matchExpressions": [
"key": "alpha.kubernetes.io/nvidia—-gpu-name",
"operator": "In",
, "values": ["Tesla K80", "Tesla P100"]
]
}
] —r
} N I
’ = E
¥ — —
spec: —
containers: o E
L=

I
|

TR e TN T
TR o T T




Integration Options

 Bare metal or Virtual machine.

e e Y

I'n openstach

; Auto-scale the Kubernetes
_
Cluster.

Nova Ironic

* Helm-based Application
deployment on Kubernetes.

* Multi-tenant environment.

i kubernetes # _
| Y ' '+ Manage multi Kubernetes
| - cluster,
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