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Uber Burns Its 2026 Al Budget In

Four Months On

By Janakiram MSV, Senior Contributor. ® | cover emerging technologies with ...
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Incident Report

Summary

To our whose were il during this outage, we sincerely apologize. This is not the level of quality and reliability we strive
to offer, and we are taking immediate steps to improve the platform’s performance and resilience.

Water Leak and Fire Damage

On Tuesday, 25 April 2023 at 16:46 US/Pacific, a cooling system water pipe leak occurred in one of the data centers in the europe-west9 region. The leak
originated in a non-Google portion of the facility, entered an associated uninterruptible power supply (UPS) room, and led to a fire. The fire required evacuation
of the facility, engagement from the local fire department, and a power shutdown of the entire data center building for several hours. The fire was successfully
controlled on 26 April 2023 at 04:11 US/Pacific.

Regional Impact

Europe-west9 contains three buildings with independent cooling, power, and networking. Regional Spanner supports the regional control plane for most Google
Cloud services in the region. In europe-west9, regional Spanner’s replicas were not correctly distributed across the three buildings in the region to ensure
quorum was available after the impacted building was powered down. As a result, the control plane services for many Google Cloud services were interrupted in
europe-west9, causing unavailability and/or elevated error rates for these services in this region. Regional Spanner was restored on 26 April 2023 at 12:47
US/Pacific.

The Identity and Authentication Management (IAM) service in europe-west9 depends upon regional Spanner. After regional Spanner came back online, IAM
recovered on 26 April 2023 at 14:42 US/Pacific. AM recovery took longer than expected, driven by the time to refresh the policies for the region as a result of the
outage. Some Google Cloud services that were impacted by this event began recovering soon after Spanner and IAM were back online.

Google Compute Engine (GCE) and Persistent Disk (PD) experienced regional impact in both the data plane (GCE Virtual Machines (VMs), PD Volumes) and
control plane systems. Both systems had extended recovery periods after Spanner and IAM were restored. GCE VMs and PDs in europe-west9 zones were online
by 19:00 US/Pacific, except for 58% of GCE VMs in zone europe-west9-a, which were directly impacted by the water leak. Soon after Spanner, IAM, GCE/PD were
online, the europe-west9 region was primarily recovered and operational.
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SUSE AI

AI Blueprints & Use Cases
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SUSE Security

NVIDIA NIM Microservices NVIDIA NeMo NVIDIA Models NVIDIA Omniverse NVIDIA CUDA-X

SUSE Observability with AI ext. SUSE Registry / SUSE AppCo

SUSE Virtualization SUSE Virtual Clusters

@™: SUSE | SANVIDIA



SUSE AI Factory - KSSEH H &S

BERRSEEE

SR . ZKBSEEMEEE
— Ul EEM M|
FEBEAEHE

Rett

RERPITHIIT AT, BN {EA
EME e ERE

B rF{8:8 2 fBET DDoS. DNS [
& (Tunneling) . SOL;E AR KA
Shell 2,

ABREPE— i

LLGithub RepoNAJhelm,
yaml, Kustomize&BE iz =, 1
TERM Bt —REERE
Ritee, FEAEHIGE
A EImage BIEEE

BHESHIIE =HGenAIFERA,
B 3% FE R T

]

EH KBS AEE R ELTE1% B A
RUERFBIRAEBERRER
f2 Bk

AR T REREEE, IEME

FRE5 s ]

AL#ERNF

EHEFEFERNE . MBI REE

& {5 A& A 5 RBACHE[R E 1E,
RHLIER . RERCKATEIT
1

AN ESEEEEE EHTE
HitXaTEE




EREKSSEHEBYF - Liz

SUSE

SUSE | €ANVIDIA
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